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Abstract. Userreactionto traf c congestiorcanhave severeimpacton network

stability and signi cant implication for trafc engineering For example,users
who persistin large peerto-peertransfersdespitecongestiorcandrive the net-
work into congestiorcollapse.On the otherhand,userswho abortlarge trans-
ferscansmootherself-similartraf c. We presentatool, called SAX, for study-
ing congestion-inducedehaior of web surfers. SAX extractsinformationfrom

HTTP paclettracesandinfersclicks, abortionsandsessionsMeasurementwith

SAX shawv how usersback-of whencongestioroccurs.

1 Intr oduction

Despiteexponentialgrowth of Internettraf ¢ in thelasttenyears,widespreadutage
similar to the congestiorcollapseobseredin theearlyyears[1, 2] have nothappened,
evenwith the occasionalash crowds (Olympics, 9/11, etc.). Much credit for the In-
ternets ability to dealwith suchtrafc burstsgoesto the TCP's congestioncontrol
mechanismTCP congestiorcontrol, however, only affectsthetrafc in a connection,
not the numberof connectionsThis numberis determinedy the userswho therefore
play arolein controllingthetraf c.

Suchtrafc control by usersis particularly prominentduring web sur ng. A web
surferreactsto congestiorin two ways:(U1) shemayabort a slowdownloadby click-
ing “Stop”, “Reload” or anotherhypetlink, and (U2) shemay cut short her sur ng
sessionSuchbehaior is a form of congestion-inducedser back-off: (U1) stopsa
downloadand(U2) reduceghe numberof completeddowvnloads.

Userreactionto network congestiorcansigni cantly affect network stability and
trafc engineeringlndeed,abortinglarge HTTP paresdown the tail of the le size
distribution. This actionin effect smoothenut self-similartrafc, possiblymaking
elaboratdrafc engineeringor counteringourstinessinnecessary

As partof alargerstudyon interactionbetweerbandwidthsupplyanddemand3],
we areinterestedn nding evidencefor (U1) and(U2) in trafc tracesFigs.1 and2
shav our mainresults,obtainedfrom analysisof a 50GB tcpdumptracetaken from a
link in anacademimetwork over two work days.Fig. 1 shavs evidencefor userback-
off (U1). As downloadthroughputdecreaseghe probability of abortinga download
increasesThe cumulatve distribution function (cdf) is representedby the smoother
curve. Fig. 2 shavs evidencefor userback-of (U2). As sessiorthroughputdecreases,
the numberof completeddowvnloadsper sessiordecreasedhere,we focuson session
throughputselov 20KBps— the cdf indicatesthatthey make up 95% of the data.

? Thisresearctwassupportedy NationalUniv. of SingaporeARF grantR-146-000-051-112.
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Fig. 1. Evidencefor userback-of (U1). Fig. 2. Evidencefor userback-of (U2).

Therestof this papempresentiow we analyzethe HTTP paclettraceto obtainthe
resultsin Figs. 1 and?2 using SAX, atool we developedto infer surferactionsfrom
paclettraces.

2 Modelsfor Congestionand User Sur ng Actions

Before we presentSAX, we needto proposea good measureof “congestion”.lt is
dif cult to quantify network congestionin generalusing somemetric. For example,
downloadtime is not a good measureof congestionsinceit is affectedby round-trip
time, senerload,etc. We thereforefocusour analysison a singlebottleneckink *, and
de ne the congestiorlevel on the link asthe numberof concurrendowvnloadsat ary
instanton this link, denotedask. Fig. 3 con rms that this metric is appropriateour
measurementshav k traceghe sessiorarrival rateasit risesandfalls over 48 hours.

An alternatve measureof congestionlevel is the perdownload bandwidthb, =
(link bandwidth )=k. Essentially a b -axis reversesthe k-axis, and the interesting,
high-congestiopartof thecurveis compressedeartheverticalaxis;thus,presentation-
wise, k seemsa betterchoicethanby.

To formalize actions(U1) and (U2), we needto model sessionsdownloadsand
abort.In our model,a usersurfsthe web througha seriesof sessionseachconsisting
of HTTP requestsA usersendsHTTP requestdy typing in URLS, clicking on book-
marksor hyperlinks, etc. Eachof theseactionsis modeledasa click and eachclick
generate®mne download. A download may consistof multiple and possiblyparallel
HTTP requests(Our downloadcorrespondso BarfordandCrovella's web object [4]
and Choi andLimb's web-request[5].) Oneusermay launchmultiple downloadsin
parallelfrom differentbrowserwindows; similarly for tabbedorowsing.

A usermay be frustratedby — andabort— a downloadthattakestoo longto n-
ish. For example,a userwho is presentedvith seseral web searchresultsmay click
onelink, nd thedownloadtoo slow, andabortit by clicking on anothedink. We de-
notetheprobabilitythatadownloadis abortedaspaport - After thedownloadis aborted,

1 This singling out one link from the Internetis analogousto how classicaldemand-supply
analysigsolatesonemarketin alargereconomy
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Fig. 3. How congestiork and sessionarrival

ratechangesvertime. Fig. 4. UserSur ng Model

the usermight click again. We denotethe probability of a click following an aborted
downloadin the samesessioras prerry . We saya downloadis completed|f it is not
aborted Probabilitypnext denotedhe proportionof completeddownloadsthatarefol-
lowedby anotherclick in thesessionFig. 4 shovs this userbehaior model,with three
userstates A userstaysin eitherwait-abort state(for aborteddownload) and wait-
complete state(for completeddownload) while a downloadis in progressA think
state,wherethe useris viewing the completeddownload, follows the wait-complete
state.One canelaborateon this simple model by addingsleeptime betweensessions
andnon-reactre elephantinelownloads[3].

Analysisof the sameHTTP paclet tracein Sectionl illustrateshow usersbehae
whencongestion-leel changesFig. 5 plots Paport » Prext aNdpPrerry agaiNstk. As ex-
pected paport iNncreasesvith the congestiormeasurek, while prey; decreasesAs for
Prery , therearetwo possibilities:atlow congestiorievels, whenthroughpuis still sat-
isfactory anincreasen congestiormayprompta userto retry; with poorthroughputat
high congestiorevels,howvever, ary increasen congestionrmay prompta userto aban-
donthe sessionThesepossibilitiesare consistenwith the slightincreasen preyy for
smallk in Fig. 5, andtheslightdecreaséor largek. Notethat,asexpectedpyery isless
thanpnext atevery congestiorevel k, indicatingthata useris lesslikely to continuea
sessiorafteranabort. Thesegraphsprovide furtherevidence(in additionto Figs.1 and
2) for userreactionto congestion.
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We obtain Fig. 5, by inferring usersur ng actionsindirectly, throughanalysisof
paclet-level HTTP traces We chosethis approachaswe found otheralternatvesim-
practical— using humanobserersto log sur ng actwvities is time consuming,and
modifying existing web browsers[6] to log useractionsrequireslarge-scaledeploy-
mentof the modi ed browsers.Comparatrely, analyzingpaclet tracesis simplerasit
involvesonly passie collectionof paclet tracesanddevelopmentof analysistool. We
describehis analysigtool next.

3 SAX: Surfer Actions eXtractor

WedevelopSAX asanoff-line tool to infer useractionsfrom HTTP paclettraces SAX
takesanHTTP pacletdumpasinput, analyzegherelationship@mongthepaclets,and
groupsthe pacletsinto downloads.Eachdownloadis classi ed aseithercompletedor
abortedandis furthergroupednto sessions.

The dif culties of extracting HTTP information from paclet level dataare well-
documentedby Feldmanr{7]. Additionalissuessncounteredby SAX are:

(D1) Packetsfrom parallelconnectionsnaybelongto thesamedownload,andpaclets
from a persistentonnectiommay belongto differentdownloads.

(D2) Two downloadsfrom the sameusermight overlapin time — beforea web page

nishes downloading,theusermayclick on oneof its links, thusinitiating another

download;tabbedbronsingmayalsocauseoverlappingdownloads.

(D3) Abortedandcompleteddownloadsneedto bedistinguished.

(D4) Software-generatedyutomaticdovnloadsdo not re ect userbehaior andneed
to be Itered out.

Grouping Packetsinto Downloads. A request-iesponses a collectionof paclets,
containinganHT TP requestfollowedby anHTTP responsevith responséneaderand
datafor thatrequestA download is acollectionof request-responsesbge rst of which
isinitiatedby aclick. A click takesplacewhen(C1)theusemrequestapageby entering
theURL in theaddresdarof abrowseror launchthebrowserthroughanothemapplica-
tion (suchasanRSSreader)or (C2) theuserclicksonanURL in apreviouslyretrieved
page.

To identify a click, we considemoth casesabove separatelyA click generatedy
(C1) is identi ed by an HTTP requestwithout a referrer while a click generatedy
(C2)isidenti ed by anHTTP requestwith a URL thatcorresponds$o a hyperlink or
submitbutton,with Referereld pointingto a previously downloadedwebpage.

After identifying the click that startsa download X , we proceedo grouprequest-
responseshat belongto the samedownload. The subsequentequest-responses X
consistof HTTP requestandresponsefor embeddeabbjectsrequiredto displaythe
containingweb page.Such embeddedbjectsare downloadedautomaticallyby the
brawser Justlike (C2),therequesheadeffor suchobjectscontainsa Referereld that
speci es the containingweb page.However, the URLs of the requestedbjectsap-
pearasembeddeabjectsin a previously downloadeddocumentUsingthis fact, SAX



includesin X ary HTTP requestfor embeddedbjectsthat have Referer elds (re-
cursively) pointingto objectsthatarealreadyincludedin X . Browserinitiatedrequests
for Redirectlinks arealsoincludedin X . Sometimesa Referer eld pointsto awrong
containingwebpage soSAX cannotnd therequestedJRL in thatpage.In thatcase,
SAX searchefor the URL in thecontentsof somepre-de nedn recentpages.

HTTP requestgeneratedy browvsersdueto auto-updatehowever, shouldbe ex-
cluded.SAX usesa temporalthreshold 5., to identify suchrequestsAn embedded
objectY with a Referemointingto downloadX , is addedto X only if thearrival time
for Y iswithin 4,0 Of X 'slastpaclet; otherwise)Y isidenti ed asanauto-update.

Oneexpectsthe periodfor auto-update® bein minuteswhereagherequestgor a
webpageandits embeddedbjectsshouldoccurwithin second®f eachother[8]. There
is thereforeconsiderablédatitudein specifyingthethreshold . . Our measurements
shaws that 95% of the silent gap betweenY andX is within 2 minutes.We thusset

auto 10 2 minutesin our measurements.

Identifying Aborted Downloads. Having identi ed downloadswe now classifythese
downloadsas either completedor aborted.Suchclassi cation was not performedin
previouswebtraf c characterizationsfforts.

We say a request-responss not completedif (i) the entity's lengthis speci ed
in theresponsédeaderandthe amountof datarecevedby the browseris lessthanthe
entity'slength;or (i) HTTP 1.1 andchunkedtransfercodingareusedandthe browser
hasnot receved an end-of-chunkindication;or (iii) HTTP 1.0is usedandthe entity's
lengthis not speci edin theresponsédieader(i.e. SAX assumeshe sener will senda
FIN whenthedownloadcompletes).

SAX detectsanabort of a request-responséthe rst FIN or RSTis sentby the
browserandtherequest-responss notcompletedA downloadis aborted if andonly
if oneof its request-responsés aborted Otherwisea downloadis completed Some
browsersterminatea downloadimmediatelyif they seesomespecialresponsdieaders
(e.g.“304 Not Modi ed”). For suchspecialcases,SAX considersthe download as
completed.

Extracting URLs from HTML Documents. SAX's methodfor detectingclicks and
groupingrequest-responsesto dowvnloadsrelieson its accurag in extractingURLs
from theHTML documentslssueghat SAX addresserelatedto this taskare:

Whena userclicks on the submitbuttonof anHTML documeniX , therequested
URL Y maycontaintheform'sinformation.Someextraprocessings necessaryo
matchyY to X.

Relatve URLs needto be corvertedto absolutdJRLs for matching.

A browsermayrequestinembeddedbjectimmediatelywhenit nds theURL in

a partially receved HTML documentlf run on-line, SAX needgo extract URLs
uponarrival of any HTML fragmentso keeppacewith thebehaior.

The messagdody of a request-responseanbe encodedusing chunled transfer
codingor content-codinggzip , compress , etc.). SAX partially decompresses
thepacletsin mainmemoryto extractthe URLS.



Excluding Background Downloads. Besidesbackgrounddowvnloadsgeneratedy
auto-updatesf web pages SAX needgo excludebackgroundHTTP downloadsgen-
eratedby non-bravserapplicationge.g. Windows Update). SAX thereforecompilesa
list of themostcommonURLs thatit hasseenary backgroundiovnloadsthatappear
onthislist areexcludedduring post-processing.

To de ne “most common”,SAX checksperiodically (every 20 minutes),for each
user whetheraseenURL X is againrequestedif so(no matterhow mary times), X 's
counteris incrementedby 1. URLs with large countersare treatedas mostcommon
URLSs. This accountingallows SAX to differentiatedownloadsby applicationswhich
appearregularly over extendedperiodsof time, from URLs thatattract ash crowds.

Limitations of SAX. SAX is unableto processncryptedpacletsthat belongto se-
cureHTTP o ws. Also SAX cannotidentify someHTTP requestshataretriggeredby
JavaScriptsincethe URL canbe createddynamicallyby the program HTTP requests
generatedy JavaScriptmay have anemptyReferer eld, confusingSAX into treating
it asanew click (C1).Finally, sinceSAX usesanHTTP pacletdump,it cannotidentify
adownloadthatis partially seredfrom browvsercache.

4 From SAX to the Model

Theoutputfrom SAX includesdownloaddescriptionlURLs,timestampsabort/complete,
size,etc.),request-responsmdReferetinformation, TCPconnectionsetc.We now de-
scribehow theseareprocessedo give Figs.1, 2, andb.

SessiorDe nition. Ourusermodelgroupsclicks into sessionsTwo sessiongresep-
aratedby a sleeptime Tgeep, during which the useris not actively sur ng the weh
Within a sessiona think time Tk Separates click from the previous download
completionwhile the downloadis viewed (think statein Fig. 4); in contrastthink time
for CARENA separatesneclick instantfrom the next [6].

Think time andsleeptime vary from one personto anotherand,for eachperson,
from onesessiorto anotherin thetrafc trace,think time andsleeptime bothappear
asa silent gap tsient betweenpaclets. To distinguishbetweenthink time and sleep
time, we useathreshold session, WhereTiink < session < Tsleep IN MostcasesThere
is considerabldatitudein specifying session Since,in general,Tiink Tsleep. Other
studieshave found averagethink time within a sessiorto be lessthana minute [9,
4,5,10]. In our experimentswe generoushset session t0 10 minutes,sinceour mea-
surementshaow that95% of silentgapsbetweertwo downloadsarewithin 10 minutes.
(HlavacsandKotsisusedthe thresholdsof 8.3 minutesand 30 minutesin their model,
dependingnwhethertherewasa changen webseneraddres$11].)

SessionThroughput and Download Throughput. Having identi ed downloadsand
sessionswe cannow computethe sessiorthroughputX gession in Fig. 2. We areinter
estedn this metricsincethelengthof a sessiormay dependon the surfer's aggrejated
experienceof multiple dovnloads.We quantify this experiencewith X session, de ned



asthe numberof bytestransferredn a session(abortedor completed)divided by the
sumof downloadtransfertime.

A usermay aborta slov download. Therefore,anothermetric of interestis the
download thr oughput X gownioad » i-€. the numberof bytestransferredn a download
(abortedor completeddividedby its time span(seeFig. 1).

-intervals. Recallthatwe usek, the numberof concurrentdownloadson the bot-
tlenecklink, asa metricfor network congestior(Fig. 5). Measuringk, however, is not
trivial asa download may containsilent gaps,may spreadover parallel connections,
andsharea TCP connectiorwith anotherdownload.

Thisissudedusto thefollowing idea:Partitionthetraceinto equal(non-overlapping)
intenalsof time.Let (t;t + ) denotetheintenal betweertimest andt + |, where

> 0,andlength(t;t+ )= ;wecall(t;t+ )a -interval. LetD bethesetof
downloads,d 2 D, andl 4 bethetime interval betweenstartandendof the dowvnload
d. We measurghe numberof concurrentlovnloadsin (t;t + ) by

P
_ _d length(lq\ (t;t+ )): o

This ideais illustratedin Fig. 6. Note that, if no download startsor endsduring the
interval, thenEqgn. (1) givespreciselythe numberof downloadsspanninghatinteral.
We alsouse -intervalsto measureghe probabilities,asdescribedelon.

Measuring the Probabilities. Ourusermodelhasparameteraport » Prext @aNdpretry -
To measurdheseprobabilities,let Ngiick, Ncompleted + Nabort » Nretry @Nd Nnex: b€ (re-
spectvely) thenumberof downloads completeddownloads abortecdovnloads retries
afteraborts,andclicks afterthink time. Then,onecould calculatethe probabilitiesby

Pabort = ———— 5 Pretry = 7 Prext =
Nclick Nabort Ncompleted

Nabort _ nretry Nnext ) (2)

However, it is not clearhow ngick, etc. areto be measuredAn obvious choiceis to
measurehem per session(Fig. 4), calculateeachprobability for every sessionthen
aggreatethe probability over the sessionsThis approachasthreeproblems:

Pretry IS @ conditionalprobability soit is ill-de ned if nayon = O for a session;
Prext Nasasimilar problemif Ncompietea = 0 for asession.

How shouldthe persessiorvaluesfor prerry (Say)beaggrejatedover the sessions
to give oneprery Valuefor eachk?

If asessiorendswith acompleteddlownload,nretry = Nabort » SOPretry = 1for that

sessionjf asessiorendswith anaborteddownload,thennery = Napot 1, SO

Prery for asessiorcanonly take values0; 3; 2; 2;:: :. This discretespreadmales

ary smoothaggreationover all sessionglif cult.

Thereforejnsteadof aggreyatingafterthedivision (2), we rst aggrejatethevalues
for naport , €tc.,thendo the division. This canbe doneasfollows: considereach -
interval andmeasurghe numbem g, ot Of aborteddownloadsandthenumbemyicx of



downloadsin thatintenal, thendivide oneby the otherto getpaport - Each -interval
thusgivesa (K; paport ) Pair, from which we derive the relationshipbetweenthe two
metrics.

However, thesizeof forcesatradeof: alarge givesapoor measuremerfor
k, while asmall givesnoisy measurementsf ngick andnapor ; furthermore,user
reactionto congestiorwithin the -interval mayoccurafterthatinterval.

Weresolhethistensionthus:for each -interval, letngjick andnapore bethenumber
of downloadsandaborteddownloadsfrom the startof that -interval to theendof the
sessiontheir ratio thengivespapor for that -interval. We measurerery and ppext
similarly.

Curve Smoothing By using -intervals for the measurementsye have discretized
time; addto this the burstynatureof network traf c, andthe databecomegittery, mak-
ing it dif cult to discerntrends.

To smoothout thejitter, we usea sliding window of sizeL units. For example,to
smoothoutafunctionof k, aunit is oneintegervalue.If we have (K; paport ) measure-
mentssequencethy k, thenwe considerconsecutie (K; paport ) Measurementaithin
thatwindow (i.e. suchthatx k  x + L, wherex is the startof thewindow), and
averagethe k valuesandthe pyport Valuesto give anaggreate pair; we thenslide the
window by 1 (i.e.considewindow x+ 1 k x+ 1+ L), andrepeatheaggreation.

In our measurementsye choseL = 6 for smoothingk in Fig. 5; for smoothinga
functionof downloadthroughputin Figs.1 and2, eachunitis 50KBps.Weset =1
minutein our measuremeni hesmoothenedurvesyield our mainresultsin Figs.1, 2
and5.

downloadl download?

X1 X2
download3
X3
! k: X1+ X2+ X3+ X4
download4 D
X :
= time
D

Fig. 6. Usingintervalsto measureghe numberof concurrentovnloadsk.



5 RelatedWork

User Behavioral Model. Ourmodelisthe rst to studyhow usersreactto congestion.
Choi andLimb's behaioral model[5] and Barford and Crovella's userequivalent[4]
do not include sessiongU?2), whereaghe layeredmodelby Hlavacsand Kotsisdoes
not provide for userreactionto delays[11].

Rossietal'smeasuremergtudyof how transferdelayscausaiserdo interruptTCP
connectionss relevant[12], but they do not offer a usermodel.Furthermorefor us,a
downloadmaybemorethanoneTCP connection.

Studieson how usersreactto sener delays[13,14] are only maginally relevant
since,in our context, the usersmay be visiting differentweb sites,andeachusermay
visit multiple websites.

Characterizing Web Traf c. Mah [15] wasone of the rst to modelHTTP trafc
by analyzingpaclet dumps.He useda threshold(1 second)betweenarrival times of
pacletsto determinewhethertwo HTTP connectionsbelongto the samedownload.
Sucha heuristiccanfail if two dowvnloadsoverlap(D2). A similar approachs usedby
Barford-Crovella [4], Lan-Heidemanrj16], Smith et. al. [17], Molina et. al [18], and
Abrahamsson-AhlgrefiL9]. Choi andLimb pointedout the inadequag in relying on
a 1-secondhreshold[5]; instead they parsedthe HTTP headergo detectthe startof
downloads.However, headeinformationmay not be enough.andit maybe necessary
to extractinformationfrom thebodyaswell (seeSection3).

Noneof the previouswork characterizegownloadsascompletedor aborted(D3).
Rossietal. [12], usedTCP FIN andRSTto distinguishcompletedandabortedTCP
connectionswhich doesnot correspondo downloadsdueto parallelor persistenton-
nectiong(D1).

Amongtherelatedwork, Abrahamsson-Ahlgrefi9] is the only studythatgroups
downloadsinto sessionsThey useathresholdof 15 minutesto separatédTTP requests
into differentsessionsOther previous studiesdid not distinguishbetweenthink time
andsleeptime.

Packet Analysis Tool. Feldmanns BLT is atool for extractingHT TP informationfrom
sniffed paclets[7], muchlike HTTPdump[20] andthemoregeneraNprobe[21]. One
couldusesuchinformationfor further studiesof compressiontrafc invariants,proxy
caching,etc. In principle,we canprocessBLT outputto identify useractions,suchas
clicks andaborts However, the heuristicausedoy suchgeneratoolsfor handlingmiss-
ing paclets,erroneousHTTP formatetc. Iter outsomeinformationthatareneededy
studiedike ours,e.g.for distinguishingoetweeraclick andadowvnloadof anembedded
object.

6 Conclusion

We presentedn analysistool calledSAX thatinfer usersur ng behaior from HTTP
paclet traces.SAX was designedto checkthe existenceof congestion-inducedser



back-ofs while sur ng. We believe, however, that SAX is usefulin its own way, for
instanceto researcherstudyingeffectsof web cachesor to researcherstudyingsurf-
ing behavior of differentsocialgroups Furthermoretheusersur ng modelconstructed
usingSAX canbeusedin anetwork simulatorsuchasns-2to generatavebtrafc that

incorporatesiserbehavior.
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