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Abstract—

In a previous paper, we presented a setup for measuring
one-way delays and packet-losses at ISP’s on a large scale,
using dedicated measurement probes or “test-boxes”. The
implementation followed the standards set forth in RFC’s
2679 and 2680.

Over the past year, the analysis of the data collected with
this setup has been expanded in several directions: an IP
Delay Variation (IPDV or “jitter”) metric has been added,
allowing the user to see how delays vary between subse-
quent packets. This is important for applications such as
voice-over-IP or video-on-demand. Also, code to look at
the development of delays over a long time has been added,
allowing the user to detect changes over time and plan ca-
pacity upgrades.

Finally, bandwidth measurements have been added, al-
lowing the user to measure how much data can potentially
be shipped between test-boxes per unit of time.

This paper discusses the technical details of these new
measurements as well as practical results and operational
experiences.

I. INTRODUCTION

In a previous paper [1], we presented the RIPE NCC Test
Traffic Measurements service (TTM), a setup for measuring
one-way delays and packet losses at ISP’s on a large scale,
using dedicated measurement probes or “test-boxes”. The
implementation follows the standards set forth in RFC’s
26 [2]and 26 [ ].

In our previous paper, we also showed the regular analy-
sis performed on the collected data. The idea of this stan-
dard analysis is to provide the participating ISP’s with the
numbers and plots that they need for their daily opera-
tions, without the need to analy e large amounts of data
themselves.

ver the last year, this regular analysis has been ex-
panded in several directions

The IETF IP- elay ariations (IP ) metric has been
implemented. IP | also known as “itter”, is important
for applications such as oice-over-IP and video on de-
mand. (Section IIT).

andwidth measurements will be added soon to the mea-
surement program. ur implementation is discussed in sec-
tion I , it is currently being -tested.

ong term trends and summary numbers are being calcu-
lated. This is discussed in section , while two case studies
using these numbers are discussed in sections I and II.
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In all sections, we discuss the technical details of these
new measurements and show some practical results on how
these results can be used in day-to-day ISP operations.

II. I TU

The RIPE NCC Test Traffic Measurements (TTM) setup
has been described in detail in a previous paper [1]. ere
we summari e the main features of the setup, in particular
those that are relevant for the remainder of this paper.

The goal of the TTM is to do performance measurements
on the Internet according to well-de ned and scienti cally
dependable standards set forth by standards bodies such as
the IETF. In the rst instance, the pro ect has focussed on

ne- ay- elay and ne- ay-Packet oss measurements
according to the RFC’s [2] and [ ]. This is now being ex-
panded to other measurements.

The main additional design goals were

Inter-provider networks only Even though the tech-
ni ues developed for this pro ect can be used for inter-
nal networks of providers, measuring them falls outside the
scope of the RIPE NCC charter [ ]

dedicated measurement infrastructure we decided not
to use any existing network infrastructure, in order to be in
full control of the measurement device. The measurement
device should be a black box in order to avoid tampering
with the device by the site hosting it. The measurement
device was later called a “test-box”.

ctive measurements only The measurement devices
should generate their own traffic. This has two advantages
it gives better control over the measurements, and also re-
moves all privacy concerns related to snooping customer
data.

Traffic generated should resemble “real” traffic as much
as possible, in order to make to make the measurement
traffic as similar as possible to real traffic. ICMP-based
techni ues were therefore out of the uestion.

The general setup of the TTM is shown in gure 1. t
participating providers, a test-box has been installed near
the border router where they peer with other providers. To
measure one-way delays from ISP- to , the box at ISP-
starts to send packets to the other box. These packets are
time-stamped ust before they are written to the network



socket by the box at ISP- n the receiving side, the
erkeley Packet Filtering software ( PF) is used to provide
an interface to the data-link layer and give access to the
incoming packet as soon as they are released by the network
interface. ere, the packets are time-stamped again.

The time that a packet needed to travel from ISP-
to ISP- can now be easily calculated, provided that the
clocks on both sides are synchroni ed to the same time-
standard. In order to accomplish this, the test-boxes are
e uipped with a PS receiver. The PS receiver provides
2 signals  SCII strings containing the current time and
a Pulse-Per-Second (PPS). The SCII strings are used to
set the internal clock in the test-box to the correct initial
value, the PPS is used to provide interrupts to the operat-
ing system every second and correct the internal clock if it
is running too fast or too slow. The internal clock uses a
crystal as its fre uency source. This crystal is temperature
sensitive and the PPS can be used to correct for changes
in the operating environment.

The overall accuracy of the delay measurements has been
measured by connecting 2 of our test-boxes back to back.
These measurements showed an accuracy of the order of
6 on the time-stamps and thus on a single delay
measurement between 2 test-boxes. second study, dis-
cussed in [ |, showed somewhat higher error estimates of
2 to

owever, since network delays vary from (1 ) to

(1) , these experimental errors are still small compared

to delays that we measure and the accuracy of the setup is
considered to be sufficient.

esides delays, the boxes also measure packet losses by
counting the number of packets that were sent and received
for the delay measurements. To determine the route that
the packets take, the well-known program is
run at regular intervals.

The entire setup is controlled by a central machine at the
RIPE NCC, shown in the bottom of gure 1. This machine
also takes care of data-analysis, presentation of the results
to the users, software maintenance and other tasks. This
is discussed in detail in [1].

t the moment, the network of test-boxes consists of
approximately 6 machines at locations all over the world,

see gure2. natypical day, approximately to  boxes
are operational. Each box sends traffic to each other box,
thus providing information about 1,6 to 2, possible
paths on the Internet.

II1. 1 RI TION

For some applications, the absolute delay that of the
packets between server and client is not really important.
owever, it is important that the packets arrive at a con-
stant rate.
typical example is a video presentation. Such a pre-
sentation consists of a series of pictures that should arrive
at a constant rate, if they do not then the presentation will
stop at random due to a lack of new material, making it
hard to follow or en oy the presentation. This e ect can be
reduced by bu ering pictures. owever, the uestion then
becomes how large this bu er should be in order to cope
with the variations in arrival rate.

The situation is even worse for an application like oice-
over-IP. ere, bu ering must be kept to a minimum, in
order to avoid periods of silence in a conversation.

In order to express the variations in packet arrival rate,
the IETF IPPM working group has developed a metric to

uantify the variations in arrival time. This is called the
IP  orIP elay ariation Metric [6].

The variation in packet delay is sometimes also called
“itter”. This term, however, causes confusion because it
is used in many di erent ways, we will therefor stick to the



term IP

The document describing IP metric currently is still
a work in progress. This means that the working group
can still modify the de nition or the measurement method
at any time. fter the rst draft was released in 1 |
the document was extensively discussed and went through
several ma or revisions. This discussion ended in the course
of 2, when consensus was reached on all issues. uring
the last year, only a few editorial changes have been made
and it is expected that the document will go to a “last call
for comments” and then proposed standard soon. Since
the document has been stable for more than a year, we
decided to implement the metric as it is today, before it is
an official standard.

In order to measure the IP  , a source sends packets
to a destination. The one-way delay for these packets is
measured. t the destination side, the packets are sorted
by the time they were sent. The IP for two consecutive
packets and , each with a one-way delay is then de ned
as

P (1)

1P can be positive, negative or is the ideal case,
meaning that two packets took the same time to travel from
source to destination.

ne also has to calculate the experimental error on the
1P results. If the clocks at source and destination have
an accuracy of and respectively, then the ex-
perimental error on the IP measurement is e ual to

1P

2 (2)
In order for the measurement to be meaningful, the condi-
tion

1P P ()

should hold. Since in the calculation of the IP (1), small
time di erences are subtracted twice, this is something to
be veri ed even for highly accurate measurement devices.

e have implemented this metric in a program that is
run on a daily basis on the central analysis machine at
the RIPE NCC (see gure 1). ur program calculates
the IP for any pair of test-boxes and any time inter-
val. It produces plots, as can be seen in the example
in gure IP distribution, one-way delay distribution,
1P distribution over time and delay distribution over
time. Percentiles describing the IP distribution are also
calculated and shown in the plot. Percentiles are de ned
according to [ ].

s said before, the program uses the same data as is
being used for the one-way delay intervals. The cases dis-
cussed here use the data between to  active test-boxes.

uring these measurements, the number of packets was set
from to 12 packets per hour, or 1. to 2 per minute.
The time between two packets was varied according to a
Poisson distribution, to avoid synchroni ation with period
network e ects [ ]. The packet si e was 1  bytes.

e veri ed if condition ( ) is true. This turned out to
be almost always the case for IP values of ( 1) ms
or more, except for short periods after the time-keeping
software was restarted on one of the test-boxes.

Some examples of typical IP  -distributions are shown
in gure and
e have tried several methods to classify the IP  plots

and summari e their main parameters. s can be seen from
the various examples, this turned out to be impossible. e
therefore decided to characteri e the plots by their median
and, fairly arbitrarily, the and percentiles.

The median will always be (close to) for a stream of
packets. The percentile describes the IP regularly
seen or by about every packet, while describes
the TP seen by every packet.



further look at the distributions shows that they can be
classi ed into classes (see gure and note the di erent
scales on the x-axis)

Some IP | and percentile roughly
the same. In this case, there will be some IP | but (as-
suming that the 2 percentiles are smaller than what is al-
lowed by the application), it is unlikely that it will be no-
ticed by the application. sub-class of this is the
case where both percentiles are close to and all events
end up in the center bin. This typically occurs on lightly
loaded (local) networks.

IP  with along tail, and percentile
signi cantly di erent. If the percentile is around what
is allowed by the application, then one will fre uently no-
tice the e ects of IP

Triple peaks, this often occurs when there are
multiple paths or load balancing schemes between source
and destination.

small rest class.

n a typical day, about 2 of the connections show a

behavior according to class 1 (including in class 1- ),

belongs class 2 and the remainder ( cases where there

are 2 parallel connections between source and destination,

with slightly di erent properties. The data shown in g-
ure belong to this class.

sing the traceroute program, one can uickly determine
that there are 2 paths between the test-boxes. From the
height of the 2 peaks in the bottom plot, it can be seen
that the number of packets sent along each path is almost
the same. Non- ero IP occurs when one packet travels
along one path and the next one along the other. If the
decision to use a certain path is random (or determined by
a mechanism that runs at a much higher fre uency that of
our traffic), the number of events in two side peaks together
should be roughly e ual to the number of events in the
center peak.

e have also seen cases where the number of measure-
ments in the center peak was signi cantly higher than that
in the two side peaks. This e ect can be attributed to load
distribution schemes that cache addressing information in
order to route packets belonging to the same ows in the
same manner, for example Cisco Express Forwarding.

hen the rst packet arrives at a router, the router de-
termines the load on both outgoing paths and forwards the
packet to the least loaded of the two. The decision which
route to use is cached. If the next packet arrives shortly
after the rst one, then the router will send it along the
same path. fter a while the decision which path to use
expires and the next packet can be sent along either path.
1P will occur when the 2 packets travel along di er-
ent paths. If the (average) interval between 2 packets is
small compared to the validity time of the routing deci-
sion, then number of events with non- ero IP will be
less than those with no IP | if it is large, then the num-
ber of events in both groups will be the same.



The IP  -plots have been in production for approxi-
mately half a year and, based on the feedback from ISP’s,
these plots are a useful tool for understanding network ef-
fects in particular when load balancing schemes are being
used. e plan to further investigate which network e ects
cause IP | as well as to ne-tune the classi cation of
1P distributions discussed above.

I . ND IDT UR NT

Setting a standard for bandwidth measurements was the
original reason for the establishment of the IETF IPPM
working group [ ]. This proved to be harder than expected,
in the years of its existence, the group so-far has only
produced a framework document [1 ] for bandwidth mea-
surements but no actual standard has been proposed.

owever, there is a clear interest from network operators
to measure the bandwidth of connections on the Internet.

Iso, a number of tools that can estimate the bandwidth
has meanwhile been developed that can be easily deployed.
For these reasons, we decided to add one of these tools to
our measurement program, in order to provide some num-
bers for the TTM users, while the standard is being de-
veloped. If and when bandwidth measurements have been
standardi ed, we will revisit this.

andwidth is generally de ned as the number of bits that
can be transported from source to destination per unit of
time, over a path in the Internet. This de nition is by no
means exact, in fact, there are several de nitions of the
bandwidth possible

Capacity “ ” or Raw bandwidth the number of bits
that can be transported per unit of time, not taking any
protocol overhead into account. This is a property of the
physical connection, that will not change unless the under-
lying hardware changes.

Protocol dependent capacity “ the number of bits
that can be transported over a connection using a certain
protocol, but without other traffic on the connection.

vailable bandwidth “ ”, the number of bits that can
be transported over a link, while that link is used for other
traffic, without a ecting that other traffic. This parameter
is a function of both the physical connection used and and
the other traffic on the link.

bviously, will always be less than  due to the over-
head introduced by protocol. e decided to start by mea-
suring

R

Several tools have been developed to measure (protocol
independent) capacity or raw bandwidth. These tools can
be divided into 2 categories

Round Trip Time (RTT) based tools

Pathchar [1 ],
PChar [1 ] and
Clink [1 ].

1 . Mbit s
Pathchar . Mbit s
Clink 61. Mbit s
Pchar Mbit s
Pathrate Mbit s | 2
Packet ispersion based tools pathrate [16].

The theory behind these tools is described in detail in the
papers describing the various tools.

RTT-based tools send P-packets with a TT -value
such that it will expire at the next hop and return an
ICMP-expired message. It then measures the round trip
time (RTT) or the time between sending the  P-packet
and the arrival time of the ICMP-expired message. This
RTT will be proportional to the si e of the P-packet

y varying the si e of the P-packet and measuring the
RTT, one can determine the capacity of the link.

disadvantage of this method is that it is very sensi-
tive to e ects below the IP-layer. lso, on faster links
(1 Mbit s), the tool becomes numerically unstable.

Packet ispersion based tools use the e ect that when
2 packets are sent out back-to-back over a network, the
second packet will be ueued ust before the slowest link
while the rst packet is still being transported. The ueue-
ing delay introduced can be measured and is proportional
to the bandwidth of the slowest link (and thus, of the entire
path).

Contrary to the previous tool, this approach is much less
sensitive to layer-2 e ects and does not su er from numer-
ical instabilities. owever, measurements take longer than
the RTT-based tools. It alsore uires software on both sides
of the connection, but this is not an issue for our setup.

e evaluated these tools by running them on networks
where the properties of the underlying network hard-
ware was known to us. n example for a lightly loaded
1 Mbit s link is shown in table I.  ur conclusion from
studying a large number of links was that the packet-
dispersion based tools, in general, gave results closest to
the properties of the hardware. This conclusion was in-
dependently veri ed by another study [11]. e therefore
decided to continue with the pathrate tool.

The tools described above are all command-line based.
In order to integrate them into our measurement scheme,
we added wrapper-scripts to run them automatically on our
test-boxes. The author of the tools recommend that each
test-box is used for no more than 1 measurement (either



as source or destination) at a single time. scheduling
process controls this. The results are stored in a data-
based containing the time of the measurement, the test-
boxes involved and the measured capacity.

Figure shows an example of the output of the band-
width measurement setup. Time is plotted along the x-
axis, the average bandwidth is plotted along the y-axis.
The bandwidth was measured between two test-boxes, one
at the RIPE NCC office and one at the msterdam Inter-
net Exchange ( MS-I ). The slowest pieces of hardware in
this path have a capacity of 1 Mbit s. The measurements
were done between 1 am and pm, at this time, it
is known that the path is almost fully loaded and this is
known to be the worst condition for the measurement tool.
Even so, the average of the measurements is close to the
expected value.

andwidth measurements have been recently added to
our regular measurement program. In the short term, fur-
ther development will focus on two areas validation of the
results by comparing results against actual hardware, and
ne-tuning of the measurement tools. In the long run, we
plan to correlate the bandwidth measurements with the
one-way-delay and loss measurements. e also plan to
look into measuring the available bandwidth.

ON R R ND ND U R U R

It is well known that Internet traffic grows all the time.

hen new hardware (with more capacity) has ust been
installed, only a small fraction of the capacity will be used.
Then, more and more users start to use the path, until the
hardware is fully utili ed and it becomes time to upgrade
again. This is re ected in one-way delays measured along
that path for a new, unused connection, the delays will
be minimal and they will slowly increase over time. Moni-
toring this behavior is interesting for operations, as it will
indicate when and where more network resources will be
needed.

If one measures one-way delays for a network connection
2 times a minute, then one ends up with approximately
1 individual data-points each year. Processing this

7 )

many individual data points is cumbersome, ust reading
them once already takes more time than is generally ac-
cepted in an interactive analysis session. lso, in scatter-
plots and the like, the huge number of points will make it
hard to distinguish important features.

In previous papers [1], [12], we therefore discussed how
one can summari e these numbers, without losing sight of
important changes in the behavior of the network. This

turned out to be a set of percentiles 2.  (minimum
delay), or median (normal case) and (worst
case), for 6 hour intervals ( -6 MT, 6 -12

etc) each day. The 6 hour intervals correspond

to “night”, “morning”, “afternoon” and “evening” in the
European time- one where most of our test-boxes are lo-
cated (and “evening”, “night’, “morning” and “afternoon”
in the merican time- ones).

This summari es the 1, data-points per year, per
connection to about points per year, per connection
and that is a number that can be easily handled. owever,
for day-to-day operations, this is still not sufficient.  ith

installed test-boxes, the host of a test-box will still have
to look at 1  graphs of incoming or outgoing delays. It
takes a skilled operator about half an hour to go through
all these graphs in order to investigate a known problem.

owever, not every operator has that much time avail-
able on a daily basis in order to a problem. nother
data-reduction step is therefore needed.

e have done this by summari ing the results by cal-
culating the percentiles mentioned above for the last day
and week, as well as the last 1 days and last 1 weeks.
The results are presented on 2 web-pages. ne page shows
the results from the last day and the 1 days before that,
the other shows the results from the last week and last 1
weeks. Paths where the result from the last day (or week)
di ers by more than from the median result of the 1
days (or weeks) before that, are highlighted. This summa-
ri es the results on 2 pages.

perators will typically use all this information in ex-
actly the opposite order start with the last page with the
highlighted changes, then look at the page where the sum-
maries and nally look at the individual measurements to
pin-point a problem.

This code has been implemented in the R~ T [1 ] anal-
ysis framework. ne program takes care of generating the
numbers, a second program of producing the long term
trend plots and a third of producing the web-pages. 1l
data is stored after the rst program has been run. The ad-
vantage of this approach is that other applications can eas-
ily access the summary numbers and the time-consuming
calculation of the summary numbers has to be done only
once. n example of the output of the long-term trend
plots is show in gure 6.

These tools are primarily intended to study network ef-
fects that are speci c to one provider. To illustrate what



one can do with these plots, 2 typical cases will be discussed
in the next sections.

I. TUD

This study started after we rst saw the plot in gure 6.
s can be seen from this plot, the incoming median de-
lay increased sharply in ugust and then slowly continued
to rise. This e ect was seen in more but not all incom-
ing paths. There is also a clear di erence of the behavior
during the day during the evening and night, the delays
started to increase at a later date than during the day.
ur data-base with traceroute information towards this
test-box showed only minor changes in the routes to this
box. This suggested that the increase in delays is caused
by the hardware of the connections.
Further investigation showed the incoming delays can be
grouped according to one of the patterns shown in
The network for this test-box is schematically shown in
gure . The test-box is connected through a router to
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a large backbone ISP. This backbone ISP peers with other
backbone providers at the msterdam and ondon Internet
Exchanges ( MS-I and IN in gure ).

Traffic arriving through the MS-I shows a high packet
loss and saturation of the incoming link. Traffic arriving
at the IN shows a signi cant day-night e ect, with the
delays roughly doubling during the day. Traffic arriving
from elsewhere shows only a small day-night e ect, this is
something that can be expected. Finally, there are a few
connections with constant delays during the entire day.

sing the traceroutes further, we could pin-point the
problem to saturation in speci c¢ links in the network of
the backbone provider. These results have been indepen-
dently veri ed by engineers from the backbone provider.

II. TUD

This study started after we noticed on the daily summary
pages that the minimum delay between two test-boxes
and suddenly improved by a factor of 1 but that at the
same time, the maximum delay increased by a factor of
This is also seen in gure . The change around ecember

suggests that data is routed over a shorter path with less
hops, but that this new path is fre uently loaded to max-

imum capacity. From the names of the hops, it appeared
that before ecember , traffic was routed from southern
Europe, across the tlantic ocean to an Internet Exchange
in the S , and then back to northern Europe. fter e-
cember , the tlantic ocean was no longer crossed twice,
but traffic is routed through a busy Internet Exchange in
Europe.

From the traceroutes, we were able to draw a map of the
connection between these 2 test-boxes as well as other test-
boxes that share part of the path between these test-boxes.
This is shown in gure 1 .

y looking at other delay distributions, for paths that
have part of the network between T - and T - in com-
mon, one can now eliminate possible sources of the prob-
lem

Traffic from test-boxes C and  start to show the same
behavior. This excluded problems at ISP 1.

Traffic from test-boxes , C or , to test-box E passes
ISP’s and inthe gure. owever, delays to that box do
not show the behavior seen for box . This excludes ISP’s

and as the source of the problem.

Finally, the route from , Cor ,to test box F changed
in anuary to a route that includes ISP-6. Suddenly traffic
to this site started to show the same behavior as  to
This reduced the source of the problem to either the net-
work of ISP 6 or the border between ISP’s and 6.

This study shows that by combining data sent along dif-
ferent paths, one can pin-point a problem to a particular
(group of) routers or links.

III. oONC U ION

e have added new measurements to the RIPE NCC
Test Traffic Measurements infrastructure, as well as im-
proved existing ones with long term trend analysis. e
have also shown that from a number of measurements one
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can draw valid conclusions about performance issues lo-
cated at points in the Internet topology that are not di-
rectly participating in the measurement framework.

TheIP  -plots have been in production for about half a
year and, based on the feedback from ISP’s, these numbers
are a useful tool for understanding network performance.

The bandwidth measurement tool provides information
that is really needed by network operators. It is currently
in the nal stages of -testing and will be in production by
the time this paper is published.

The challenge before us is to integrate the presentation
of these measurements into a consistent framework and,
where possible, to provide an integrated analysis to the
user.



