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Abstract— The National Center for SuperComputing Ap-
plications’ Network Development Group has constructed an
object oriented, vendor independent framework for process-
ing network flow information. The framework, dubbed flow-
Boy, consists of several objects that can be pipelined to cap-
ture, filter, analyze, and visualize flow data. Several appli-
cations have been written to process flowBoy flows com-
pletely independent of the originating data source. After a
brief overview of flow management, this paper describes the
framework, the abstract foundation classes, library compo-
nents, and how to organize and write applications for im-
plementing generic flow management in your environment.

Keywords— Network Flow Management, Network Traffic
Analysis, Flow Visualization.

I. INTRODUCTION

The ability to capture network statistics is an essential
element for thorough network analysis, planning, monitor-
ing, performance measurements, security audits, account-
ing and billing, and even data mining. This importance has
been the impetus for several Request for Comments (RFC)
documents from the Internet community to specify network
protocols and policies for network management. Two ar-
eas of recent interest are traffic accounting (RFC 1272 [1])
and flow measurement (RFC 2063 [2]). A traffic flow is
a logical connection between two networked entities. The
type of data collected over the connection period is domain
specific. The issues addressed in the RFCs have driven al-
most every network hardware vendor to provide some sort
of network management capability as well as third party
contributions to management and monitoring systems.

From the TCP/IP management component SNMP[3]
and debugging utilities such as traceroute and tcpdump[4]
to comprehensive network monitoring systems like HP
OpenView[5], CiscoWorks[6] and Scotty[7], the list of net-
work management tools is extensive. Even in the area of
traffic accounting and flow processing, the number of avail-
able resources is abundant. Cisco’s NetFlow Services|8],
Cflowd[9], and NeTraMet[10] are just a few examples.
However, traffic flow management is still not a simple as-
signment. From installing specialized hardware and plat-
form dependent software and tracking the source and for-
mat of data files to coalescing traffic statistics, the process
can be unwieldy. In a multi-vendor environment, manag-
ing the disparate data sources can be a cumbersome, almost
uncontrollable task. An orthogonal issue is that network-
based application developers often do not have access to
the collected data or the flow software that could make
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their development cycles shorter.

This paper outlines a software framework (flowBoy) de-
veloped in the Networking Development (NetDev) group
at the National Center for SuperComputing Applications
(NCSA) that addresses some of the problems of network
flow management. FlowBoy attempts to abstract the con-
cept of a flow and to push the domain logic and flow seman-
tics to the originating flow producer. The flow producer
can implement any architecture or policy for flow deter-
mination, data collection attributes, and flow production.
After defining a class to encapsulate the flow’s physical and
semantic structure, the producer can then export the flow
in the flowBoy framework so the same system can be used
to collect, process, analyze, filter, and visualize the data;
thus, flow data from disparate sources is handled identi-
cally.

II. FLow DEFINITION

When we started the flowBoy project we emphasized two
major goals:

1. Generalize the flow management concept so that the
resulting system would be flexible enough to easily accom-
modate new flow types.

2. Make the framework and code base independent from
vendor, flow producer, and platform hardware.

Before we were able to design the framework, it was im-
portant to agree on a working definition of what constitutes
a network flow. Unfortunately, there are several incompati-
ble characteristics that can describe a flow. The traditional
definition usually involves a data exchange between two
endpoints and a time duration. However, the logic for end
point identification as well as what and how much data is
collected for the duration of the flow is completely domain
specific. The difficulty in creating a universal flow defini-
tion is even more evident when you consider the following
issues:

A flow can be defined at any layer in the TCP/IP pro-
tocol stack (e.g. ATM traffic cells or application specific
data flows).

A flow can be defined as unidirectional or bidirectional.

A flow can be long-running or perpetual.

Rather than attempting to solve the above problems with
a mandated rule set for all flows to follow, we addressed the
problem by abstracting what comprises a flow. FlowBoy
defines a flow as a collection of data over a period of time.
This definition works across a majority of applications from
the typical network flow outlined above to an SNMP agent
that periodically collects statistics.

In our framework, each flow must be able to answer the
following three questions:



1. What is the flow’s unique id
2. How many bytes were involved in the flow
3. When did the flow start and end

The answer to the first question is necessary so applica-
tions can deal with duplicate, lost, and real time flow up-
dates. The answers for the last two questions are mainly
for determining flow rate and for flow visualization.

uestions regarding the physical structure of the flow
must also be answered; but they are not germane to what
constitutes a flow. In fact, the ubiquitous UDP packet
is flowBoy’s data unit. The only physical requirements
are that each application defined UDP packet consists of a
header with at least one field for flow count and the corre-
sponding number of uniform sized flow records. The only
two flowBoy applications that need the answers to all three
questions are the flow analyzer and the flow viewer. The
other applications work with the physical data units only.
The flowBoy framework could be used as a generic UDP
packet processor.
uestions regarding the semantic structure of the flow

are addressed by introducing the concept of a filter. For
every data unit that is part of a flow, a separate filter can
be assigned to that field.

A filter answers the following questions:
1. What is the valid format (i.e. data values) of a data
field
2. Given a data value, does it pass through the filter

Within the framework a single abstract class, FlowDef-
inition, is used to encapsulate the physical framework of
a flow and an additional abstract class, FlowFilter, is re-
sponsible for field semantics. The FlowDefinition class is
also a container for all the filters of a particular flow type.
These classes form the generic flow model.

III. Fr

The architectural framework of flowBoy can be sum-
marized as a collection of flow producers, consumers, and
observers that work with a generic flow and filter model.
These components can then be organized in a topology that
best meets a network manager’s needs.

At the edge of the framework lie the domain specific flow
producers. The flow is defined and an application is writ-
ten to produce flows via UDP. The physical and semantic
structure of the UDP packets (i.e. flows) is then mapped
to FlowDefinition and FlowFilter objects, respectively, to
encapsulate the flow. An example that maps simply to the
flowBoy framework is the Cisco NetFlow exports (any ver-
sion). A router capable of exporting NetFlow datagrams
is the flow producer. The only necessary thing to do is de-
fine the format of the UDP packet. The next section gives
the complete listing of the FlowDefinition class for Cisco
Version 5 NetFlow exports.

Each component in the framework requires a FlowDefi-
nition instance so that a flow packet can be processed. This
simplifies to passing the name of a FlowDefinition class file
when a flowBoy application is started. The class is loaded
at run time and a new instance is created which is then
used to initialize each of the application’s components. No
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re-compilation is needed on any of the applications if the
target FlowDefinition class changes.

The network manager can decide if all flow producers
are to adhere to a similar format so that all flows can be
processed using the same FlowDefinition class file or to tai-
lor each flow producer for di erent types of collected data.
In the latter case, it will be necessary to track the source
of the data files so that the corresponding FlowDefinition
class is used to process the flow data. Once a flow is in the
flowBoy system, all components can handle the flow data
regardless of the originating source.

Although the implementation of the flowBoy framework
is secondary to the actual design, a few words of its realiza-
tion are in order. We chose to write all the components in

ava. The nature of the solution lends itself perfectly to the
object oriented paradigm. The framework makes extensive
use of inheritance and polymorphism. The standard ava
libraries give us a rich set of classes from which to draw;
the language provides syntactical synchronization support
and a platform independent execution environment. The
only disadvantage is that each executable is slower than its
C counterpart. But as we will see in a later section,
the interpretive nature of ava has not significantly hin-
dered performance and execution time can be expected to
improve.

As alluded to in the introduction, this framework allows
network application developers to work with flow data to
help shorten the development cycle. Filtered flow data can
be delivered to them either live or as a log file. They can
then use the flowBoy framework to analyze or visualize the
resulting data as they see fit. Because of ava’s platform
independence, the entire library can be bundled into a sin-
gle jar file that can be used in any environment with a ava
virtual machine.

I . FLow o0 FLOWDEFINITION

A flowBoy flow consists of a fixed sized header and a
variable number of records (each record being a flow). The
FlowDefinition class defines this physical structure and
contains the FlowFilter objects for interpreting semantic
structure. The FlowDefinition class implements the Fac-
tory Method creational pattern[11] for creating filters. The
choice of which filter type to instantiate is delegated to the
concrete FlowDefinition class. If you are unfamiliar with

ava or not likely to be enthralled by looking at source code,
you can still understand the framework without reading the
given code listings. The source code is given for clarity,
completeness, and reference. isting 1 gives the abstract
FlowDefinition class. The bodies of non-abstract methods
have been removed for brevity.



isting 1, source code for FlowDefinition class.

The methods getValueFromHeader() and getValue-
FromPacketData() are the workhorse methods for extract-
ing data from a packet. Both use get_data_value() which
has been optimized so that no objects are created while
reading from the incoming byte stream. At this time, only
1, 2, and 4 byte field lengths are allowed. Hence, whatever
the length of the packet field is, the value is returned as
a 32 bit integer. Eight byte fields may be in an upcoming
release. For any given field as well as for user defined fil-
ters for non-field specific concepts, getFilter() returns the
respective FlowFilter.

The flowBoy framework comes with a straightfor-
ward FlowDefinition implementation called SimpleFlow-

FlowDefinition

abstract getFlowID()
abstract getFlowBytes()
abstract getFlowStartTime()
abstract getFlowEndTime()

A

SimpleFlowlmp

CiscoVb TCPDumpFlow

CiscoV5Compressed

class

Inherits

ig. . low De nition Class Hierarch

Imp.java. The class is still abstract for the following meth-
ods need to be implemented in subclasses:

1. getFlowID().

2. getFlowBytes().

3. getFlowStartTime().

4. getFlowEndTime().

The benefit of code reuse through inheritance is evident
in classes derived from SimpleFlowImp. By subclassing
o this class, the concrete implementations of the domain
specific flow definitions are usually brief. Thus, creating
new flow definitions is very straightforward by extending
SimpleFlowImp and using the filters in flowBoy’s library,

The CiscoV5 class, which implements Cisco Version 5
NetFlow exports, is shown in isting 2. This class is then
used as a superclass to define subsets of data coming from
the Cisco routers. The CiscoV5Compressed class is one ex-
ample. Its implementation is less than 100 lines of which
50 are in the printMe() method. FlowBoy is also used
to analyze tcpdump data; the resulting class file, TCP-
DumpFlow, is only 160 lines of which a third are for the
printMe() method. Figure 1 shows the FlowDefinition class
hierarchy used at NCSA.

As seen in the constructor for the CiscoV) class ( ist-
ing 2), the physical structure of a flow derived from Sim-
pleClassImp is defined as a simple two dimensional String
array. Each row defines a data field for the flow record.
The first column defines the length of the field; the second
defines the field name; the last defines the filter. If a field
has a null FlowFilter, it means that field cannot be used to
filter data. The init() method of SimpleFlowImp initializes
all the internal data structures and creates the necessary
filters for the flow. The other method definitions are self
explanatory.



isting 2, source code for CiscoV5 class

. FLow o0 FLOWFILTER

The flowBoy framework requires that all filters extend
the abstract FlowFilter class. This class defines the stan-
dard interface for validating the format of a filter as well
as for determining if a data value meets the filter. isting
3 gives the complete FlowFilter class.

The methods to note for FlowFilter are setFilter(), which
parses an input string (e.g. 80) and sets up any needed
filter limits, and passThrough(), which returns whether or
not a data value meets the filter’s requirements.

In a future release validFormat() and setFilter() will
throw FlowFilterParseException so the caller will have
more information for determining where a parse of an input
string failed.



isting 3, source code for FlowFilter class.

The flowBoy library comes with three generic filters:
RangeFilter, AddressFilter, DateFilter, and a filter man-
ager, FlowFilterRack. When several filters are used, an
expression tree is built to organize the filters; FlowFilter-
Rack manages the parsing and evaluating of the tree.

Within the CiscoV5 class (code isting 2), five di erent
filters are used. RateFilter, used to filter flows based on
flow rate, is the only user defined filter for this class. Fach
of the following subsections gives a brief overview of these
filters. Figure 2 shows the filter class hierarchy we use at
NCSA.

The range filter is used for fields whose value can be inter-
preted as a positive integer. The current accepted formats
are as follows:

some examples include [0 20] 80 0 04 .

The AddressFilter is for 32 bit fields that can be in-
terpreted as an IPV4 address. It has the format of
[0-255].[0-255].[0-255].[0-255] /mask.  Some examples of
valid input strings are 141.142.21/24, 141.142.40.0/28, and
141.142.21.104/32. The body of the passThrough() method
for this filter is simply

addr is the incoming IPV4 data unit.
mask and network are defined when the filter is initial-
ized.

FlowFilter
getName()
getFieldName()
getDescription()
clone()
validFormat()
passThrough()
A
AddressFilter RangeFilter
I I
DateFilter CiscoRateFilter
A
CiscoStartTimeFilter
CiscoEndTimeFilter
class
—_—
Inherits
ig. . low ilter class hierarch

The date field is for 4 byte fields that can be interpreted
as milliseconds since the Epoch. The allowable formats
include:

The first format is for filtering flows between two times;
the second, for flows that are at least timel.

If determining whether a flow passes through a filter or
not requires looking at multiple fields, a domain specific fil-
ter must be introduced. The DateFilter works on a single
field only. Since determining start and end times for Cisco
Flows requires getting values from both the header and the
record in question, new filters must be introduced. Both
the CiscoStartTimeFilter and CiscoEnd TimeFilter are sub-
classes of the DateFilter and use the same allowable input
formats.

Determining flow rate for Cisco NetFlow exports is an-
other example which requires looking at multiple fields.
The CiscoRateFilter performs this domain specific calcula-
tion. This filter is part of the user defined filters since rate



does not belong to any particular field. Currently, this fil-

ter has only one allowable input format for bits/second:

[0-9] For example, 100000 would be interpreted as
100 000

I. FLow o ECT

Once a concrete FlowDefinition class is created, writ-
ing objects that use the generic flow and filter interface
can begin. The flowBoy library consists of several objects
that work with the generic flow model. These components
are the building blocks from which larger applications are
built. They either implement the FlowObserver interface
or notify a FlowObserver. The former is a flow consumer
(FC), while the latter is a flow producer (FP). The flowBoy
FlowObserver interface is defined as follows:

Below is a list of some of the components found in the
flowboy.flow ib package:

FlowReceiver (FP) reads flows from a socket, notifies a
flow observer.

FlowReader (FP) reads flows from a file, notifies a flow
observer.

FlowSender (FP) sends flow data to multiple observers.

FlowWriter (FC) a flow observer that writes to a file.

FlowCounter (FC) a flow observer that records simple
statistics about flows received.

FieldCounter (FC) a flow observer that records statistics
for a specific field.

Flow Converter (FP  FC) able to convert from one flow
to another.

Flow Converters can convert from one flow type to an-
other if the flow headers are identical and the output flow
data is a subset of the input. This allows removal of un-
needed data that the vendor or application delivers. As
discussed before, we don’t use all the data that the Cisco
NetFlow datagrams export, so we have a subclass of Cis-
coV5H, CiscoV5Compressed, that we use to process a subset
of the data. The result is that 40 less data is archived
and subsequently processed and sent over the network.

Two new components, FlowCompressor and FlowDe-
Compressor, are subclasses of FlowReader and FlowWriter
but instead of using a FileInputStream and FileOutput-
Stream use a G IPInputStream and G IPOutputStream,
respectively. Both components will be available in an up-
coming release.

II. FLow o LIC TION

With the flow ib objects, building applications to handle
and process flows generically is a straightforward process.
For example, the FlowForwarder, whose task is to send out
received flows to registered clients, is made by simply com-
bining a FlowReceiver with a FlowSender. The application
registers itself with the FlowReceiver as a FlowObserver.
When it is notified of an incoming flow, it simply calls the
sendData() method of each FlowSender.
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The following applications are in flowboy.apps package:

Flow ogger: combines a FlowReceiver and a FlowWriter
to manage logging flows to files.

FlowForwarder: a flow multiplexer that uses a FlowRe-
ceiver and a FlowSender.

FlowPlayBack: combines a FlowReader and a FlowSender
to play back written flows.

FlowView: uses a FlowReceiver to visualize flow data.

FlowAnalyzer: uses a FlowReader to analyze flow data.

Building applications to process flow data is just a matter
of gluing together the right components and adding specific
domain logic. Other than FlowView, each executable is
contained in a single concise class file.

A network manager can then pipeline the di erent ap-
plications to form a custom flow monitoring topology. All
communication between the applications is done via UDP.
By adhering to the FlowDefinition and FlowFilter conven-
tions when writing components and applications, the devel-
oper can seamlessly incorporate them within the flowBoy
framework.

Figure 3 shows two di erent possible topologies for
pipelining the di erent applications.

1. The first example (Figure 3, i) shows a single flow pro-
ducer used with a flow forwarder that forwards flows to two
registered clients: a logger and a real time flow monitor.
2. The second example is of a multi-flow producer envi-
ronment where a logger is set up for each flow producer.
If all producers are sending with the same FlowDefinition
and knowing the source of flowBoy flows is not critical, all
producers can send to the same logger. The FlowPlayBack
executable can then be used to replay the flow log to dif-
ferent applications (Figure 3, ii a). Or the analyzer can be
used to filter out application specific data to a new file that
can be given to application developers. The developers can
then analyze the data using the same flowBoy components
(Figure 3, ii ¢).



In the following sub sections, I give a very brief intro-
duction of each of the applications, including the format of
any necessary configuration files. A complete set of man-
ual pages will be available on flowBoy’s website in the near
future.

The FlowAnalyzer is the swiss army knife in the flowBoy
toolkit. It can be used to print, write, summarize, and
filter flow data. The following command is used to print
the basic statistics of a flow file:

The first argument is the FlowDefinition class to use, the
second is the input file. An example of the output is shown
below:

To print each flow within the file, use the -p flag (-pd for
DNS name lookups of any addresses):

The FlowAnalyzer is also a filter. In this case a config-
uration file is created containing the filters. The last line
must contain the token followed by a boolean ex-
pression of the various filters. An example file is shown
below.

Here the E P line states it will filter flows that started
after 11/04/1999 1:00 pm, destined for port 80, and whose
destination ip is on a specific /24 network but whose source
ip is not. When combining various filters to make an ex-
pression, be sure to put the most restrictive filters first to
ensure the best performance. A standard expression tree is
built and processed using short circuit evaluation. For ex-
ample, if it is known that a majority of the flows won’t pass
through a particular filter, place that filter first. A filter
can be created for any field in the corresponding FlowDefi-
nition class. The filter assigned determines the format and
allowable input.

In the next example, we use the -i flag with the corre-
sponding filter file and the -oc flag to write out the flows
that pass through the filter (-oa to append to a file). The
-oc/oa flags are only valid if the filter file contains an

E P: line.

The following is the same as above but will print sum-
mary statistics for each filter.

The analyzer can also be used to track statistics of a
specific field and to deliver the data needed to build a a
frequency distribution of field values. A configuration file
with the following format need to be created:

Each line contains the name of the field to track and
the token . The following command is then used to
keep track of counters. Currently, only one type of counter
is available which counts only the number of bytes.

The following prints out the contents of the src port
field for every flow. No statistics are kept for the field.

The FlowPlayBack application is useful for playing back
flows at a certain rate to a given host/port. Its format is
as follows:

FlowPlayBack will read input_file and send out each flow
to host/port. If the argument is given, the applica-
tion will sleep for microseconds between sends. Oth-
erwise it will send out the flows based on relative ending
times of the first flow in sequential packets.

The Forward application simply reads flows from an in-
coming socket and redirects them to one or more registered
clients. It requires a configuration file that describes how
to handle both the incoming and outgoing flows. If the
outgoing flow is a subset of the incoming flow, automatic
compression is done. Its command line syntax is as follows:

The config file has one incoming line and multiple out-
going lines.

Here is an example config file:



The FlowCapture application reads flows from a socket
and will write the flows to a log file. The required configu-
ration file allows one to specify the format of the incoming
and outgoing flows, how many packets to record per log file,
and the directory to where the flows should be written. At
this time, the files are created with the names flow.0, flow.1,
etc. Automatic flow conversion is done if the outgoing flow
is a subset of the incoming flow.

An example config file:

The last application is a flow visualizer. It implements
most of the functionality of the flow filter application de-
scribed above but allows for gui filter configuration and for
visualizing flow data. The user has control over flow re-
ception, counting, caching, time display, color assignment,
and filtering. The user can select, cut, and paste flows as
well. An analysis module will allow users to do drag and
drop domain specific flow analysis.

The application is mainly for visualizing the classical net-
work data flow: An exchange of data between hosts over a
period of time. It is started with the following command:

When the application comes up, the user initializes the
filters (Figure 4, a), defines a legend (Figure 4, b), and
selects an incoming port (Figure 4, ¢). As flows appear, the
user can select, copy, and paste flows for further analysis.
Clicking on a flow will result in a simple text dump of the
flow in question. An example is shown below:

Figure 5 and 6 show how various filters and color legends
can a ect the view of flows.

III. FLow o ERFOR NCE ND E T

NCSA’s NetDev group is responsible for all network de-
velopment, deployment, maintenance, and analysis for our
center. We use flowBoy to log a compressed version of
Cisco NetFlow exports from five routers. We log roughly
450MB/day. The busiest logger writes roughly 45MB of

ig. . Input dialogs for low iew. op left (a) is the dialog for ow
lter set up bottom (b), dialog for ow coloring top right (c) is
the dialog for accepting ow input.

data every 3 hours o peak and every 30 minutes dur-
ing peak hours. For the five collecting processes running
on a freeBSD box (AMD 6-2 300 MH processor, 128
Mbytes of RAM, 80 Gbytes of storage), the average num-
ber of dropped UDP packets for every 45MB of data stored
range from 0 to 0.047 . The busiest process doesn’t drop
any data.

Perhaps the most encouraging news is that we have yet
to spend any significant time optimizing the source code,
compiled code, and run time environment. We will address
each of the following areas to improve performance:

1. We make use of D ’s synchronized data structures in
several areas where the synchronization is not needed. This
is a big performance hit [12]. We will be working on a D
1.2 release in which we will no longer use synchronized
objects where they are not needed and where it is safe to
do so.

2. The compiled byte code is unoptimized.

3. No profiling has been done on the code to pinpoint hot
spots for optimization.

4. All processes run with garbage collection. The log-



ig. . he low iew application. he ows are colored b source
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ging process makes extensive use of static memory, making
garbage collection unnecessary. Other components need
to be evaluated to determine if allocating static memory
would be a significant performance improvement.

5. No just-in-time ( IT) compilers for the platform on
which we run the flowBoy applications have been devel-
oped yet.

The obvious place to start for optimization is at the
originating flow producer. By minimizing the amount of
data sent out in the flowBoy system, data can be processed
much more quickly than any possible improvement in cod-
ing or compiling. As discussed before, by using the Cis-
coV5Compressed class, we are handling only 60 of the
data exported by the routers.

We also use flowBoy to process tcpdumps. We have an
application that reads raw tcpdump files and converts the
data into flows. The user can specify how and when flow
data is exported and has complete control over the logic of
flow determination, what data to export, as well as when
and where to export the data. This makes an ideal appli-
cation to monitor live flow data.

A recent project which will use flowBoy to ensure that
network application developers and users are receiving the
networking services they requested is the DOE funded

ig. . he low iew application.
source address in the top and b using a rate
bottom.

he owsare ltered b aspeci c
Iter in the

EMERGE project[13]. EMERGE has been setup for test-
ing di erentiated services over a regional GigaPop network.
FlowBoy will be used to help measure end-to-end perfor-
mance and validate network services.

I . v R

FlowBoy is an extensible framework for processing net-
work flow data. By defining a generic flow model with a
common set of interfaces for classes to implement, flowBoy
can process flows uniformly from a variety of sources. It
is the hope of the authors that developers will share their
e orts so that a comprehensive set of analysis tools will
be available and flow management can be done seamlessly
within the same framework on a wide variety of flow types.
More information will be made available on the flowBoy
web site: http://netdev.ncsa.uiuc.edu/flowBoy/.
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